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ABSTRACT
The challenge for on-chip networks is to provide low latency
communication in a very low power budget. To reduce the
latency and keep the simplicity of a mesh network, torus network is proposed. As torus networks have inherent circular
dependency, additional effort is needed to prevent deadlock,
even if deadlock free routing algorithms are used.
We describe a novel flow-control mechanism to address
cost/performance constraints in torus networks and ensure
freedom from deadlock. Flow-control is achieved using a prevention mechanism which uses virtual cut-through switching, and deadlock freedom is achieved by considering only
a single packet buffer per input port. We can simplify the
router design by having a simple switch allocator, which prioritizes in-flight packets, and a single packet buffer per input
port, which eliminates the need for virtual channels. Experimental validation reveals that our design achieves significant
improvement in throughput, as compared to the traditional
design, using significantly fewer buffers.

Categories and Subject Descriptors
C.1.2 [Computer Systems Organization]:
Multiprocessors–Interconnection architectures

General Terms
Design, Performance.

Keywords
Networks-on-Chip, Torus, Deadlock, Flow-control.

1.

INTRODUCTION

With the continuous scaling of transistors, the number
of transistors available on a single chip is increasing significantly. To utilize these available transistors effectively,
larger multicore processors are being proposed with Networkson-Chip (NoCs) as the de facto solution for providing communication among these large number of cores. NoCs are
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Figure 1: Various Network Topologies.

one of the most critically shared resources in many-core systems, and the performance of such systems will heavily depend on the efficiency of NoC designs. Power consumption is
another major concern in NoC design. For instance, power
consumed by NoC itself is 28% of the tile power in Intel
Teraflop chip [11] and 36% of the total chip power in MIT
RAW chip [22]. Thus any competitive NoC design should
reduce both latency and power consumption.
Several topologies, such as Torus [5], Mesh [10], Star [1],
have been proposed for NoCs in literature so far. Among
these topologies, two-dimensional (2D) mesh topology (as
shown in Figure 1a) has gained a lot of attention as it allows
for simple routing algorithms and low-radix router architectures. But, implementing packet-switching techniques on
2D mesh networks increases the router complexity, which in
turn increases packet latency and power consumption. Furthermore, the long diameter of the mesh topology can negatively impact the communication latency. Optimizations
have been proposed to reduce latency, but at the cost of
added complexity of the router [16] [17]. To reduce the latency and keep the simplicity of mesh topology, torus topology (as shown in Figure 1b) is proposed, wherein the switches
on the opposite edges are connected to each other through
wrap-around channels. Although torus topology reduces the
network diameter, the long wrap-around connections may
result in excessive delay. To avoid this problem, folded torus
(as shown in Figure 1c) is proposed [6]. Torus networks have
inherent circular dependency, which demands additional effort to prevent deadlocks even if deadlock free routing algorithms like dimension ordered routing [6] are used.
In this paper, by considering 2D folded torus networks,
we try to achieve a deadlock free operation keeping in view
the cost/performance constraints. In specific, the key contributions of this work are:
• A novel prevention flow-control mechanism, based on
virtual cut-through switching, which ensures deadlock
free operation while requiring only one packet buffer
per input port.
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• As a complement to the above mechanism, a simplistic
router design to eliminate the need for virtual channels
and prioritizing the in-flight packets.
Experimental results show that the proposed design achieves
as high as 15% improvement in throughput and as high as
36% reduction in zero-load latency, with reduced buffer requirement (4× less number of buffers) when compared to
the traditional design. Using closed loop simulations, we
also show that for synthetic workloads our proposed design
achieves as high as 54% reduction in execution time.
The rest of the paper is organized as follows: Section 2
discusses the conventional designs for deadlock free torus
networks and Section 3 provides the motivation for proposed
design. We describe our proposed technique in Section 4
and discuss flow-control and fairness issues. Section 5 deals
with the experimental validation and Section 6 provides the
related work. We conclude the paper in Section 7.

2.

CONVENTIONAL DESIGNS

There have been many proposals for deadlock free routing
in torus interconnection networks [4] [7] [8] [21]. Wormhole
switching with virtual channels is the most commonly used
technique for deadlock free routing. Wormhole routers are
proposed to reduce the number of buffers required in the
routers. They require only a few flit buffers as opposed
to packet buffers for cut-through networks because when
a packet is blocked it is stored across routers on its path
in the network. But a complex flow control mechanism is
needed to avoid overflowing the buffers, because flow control
is performed at flit level.
Due to the additional complexity of virtual channels, which
are needed to avoid deadlock in torus networks, complexity
of switch arbitration increases and it also adds an extra stage
in the router pipeline for virtual channel allocation. Addition of virtual channels and increased complexity of arbitration increases the router pipeline stages, which in turn increases lower limit on the number of buffers per input port to
cover the credit round trip latency. In folded torus topology,
since the link lengths are longer, it takes two cycles to traverse a link, which further increases the minimum required
buffering. A conventional wormhole router along with its
pipeline diagram is shown in Figure 2. Since per-hop router

latency is 5 cycles, in order to enable efficient utilization
of network bandwidth, the router requires at least 10 flit
buffers per input port to cover credit round trip latency.

3.

MOTIVATION

In torus networks with wormhole switching, due to the
inherent cyclic dependency, mechanisms like virtual channels are necessary to avoid deadlocks. These mechanisms
are implemented at the cost of increased router complexity.
But, latency of a network strongly depends on complexity of
routers used. Simple and fast routers can reduce the latency
and at the same time provide area and power efficiency.
In this work we try to meet these contradictory demands
of avoiding deadlocks and low latency communication by
proposing a novel flow-control mechanism which inherently
enables us to simplify the router. Proposed flow-control
mechanism is based on virtual cut-through switching, which
has a simpler flow control mechanism than wormhole switching. Also, usage of virtual cut-through switching simplifies
deadlock avoidance as given in [3]. Our mechanism gives
an opportunity to use a simple, low-cost router as shown
in Figure 3a. The router pipeline, shown in Figure 3b, can
be achieved by elimination of virtual channels, having small
write-through buffers and a simplified priority based arbitration mechanism coupled with single bit lookahead signal.
Our flow-control mechanism and the router design are presented in detail in the sections to follow.

4.

PREVENTION FLOW-CONTROL
ROUTER DESIGN

In this section, we describe the proposed prevention slot
flow control (PFC) mechanism for 2D torus networks. We
simplify the router by using virtual cut-through switching,
prioritized arbitration, a single packet buffer per input port,
and by splitting the network into two separate and independent sub-networks based on message classes.
We put forth the deadlock free design initially by considering constant flit size packets and then extend it to packets
with variable number of flits.

4.1

Buffering

We use virtual cut-through switching [14], in which flow
control is done at packet level. A router can forward or

inject a packet only when it finds enough buffers at the next
hop router to hold the entire packet. So, we need buffers in
multiples of packet size at each input port of the router. In
the proposed design, only one packet buffer is sufficient to
avoid deadlock as will be shown in Section 4.3. We consider
write-through buffer [22] to allow bypassing when the input
buffer is empty.

4.2

Prioritized Arbitration

We use a priority mechanism to simplify the complexity of
switch arbitration [15]. Packets traveling in the same dimension are given priority over other packets which are trying to
change dimension. For example, if a packet from North input port is requesting South output port, it is given priority
over packets from East, West or local input ports requesting
South output port. Similarly, if a packet from West input
port requests East output port, it will be given priority over
packets from other input ports that are requesting East output port.
When a packet is to be injected or has to switch dimension, it has to go through a stage in the router pipeline,
where it requests for switch arbitration, because packets
moving in the same dimension have priority over packets
changing dimension. Whereas for the packet traveling in
the same dimension, a single bit lookahead signal is sent one
cycle in advance. This lookahead signal requests for switch
allocation one cycle before the packet arrives at the router
enabling a single cycle router traversal (shown in Figure 3b).

4.3

Prevention Flow-Control for
Unidirectional Ring

For the sake of simplicity, consider a N-node unidirectional
ring with single cycle per-hop latency. Consider that we
have single flit packets and single flit buffer per input port
of router, and each node wants to send a packet to a node
which is two hops away.
Suppose initially at time t, the network is empty as shown
in Figure 4a, and all the nodes try to inject a packet. All
nodes are able to inject a packet as they have buffers available at the next stage router and there is no packet in their
input buffer requesting for the same output port. But eventually at time t + 1, all the buffers in the network are filled
up as shown in Figure 4b, leading to a deadlock. The network ended up in a deadlock because all nodes were able to
inject packets in the same cycle. We can avoid this deadlock
scenario if we prevent any one node from injecting a packet
into the network. If we prevent N0 from injecting a packet
at time t, it leaves one buffer free in the network (as shown
in Figure 4c). Also, because of prioritized arbitration, Node
N0 cannot inject a packet at time t+1, as there is a packet in
its input buffer which has a higher priority than the packets
to be injected. So the network will stay free from deadlock.
In summary, if we prevent one node in the network from
injecting a packet in every cycle, it ensures that there is at
least one free packet buffer allowing the network to be free
from deadlock.
To prevent a node from injecting, we use prevention slots.
A prevention slot prevents a selected node from injecting a
packet into the network. To ensure fairness across nodes,
prevention slot should be moved in a round robin fashion
across nodes. Prevention slot mechanism can be implemented in a distributed manner. For a N -node ring, each
node has a modulo N counter, which initially is reset to 0.
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Figure 4: Illustration of (a) a network with single packet buffer
per input port, (b) occurrence of deadlock and (c) deadlock avoidance by preventing N0 from injecting at time t = 0

The counter is incremented every cycle. When the counter
value equals the node number for a node, it implies the occurrence of a prevention slot for that node and hence the
node cannot inject any packet in that cycle. For example,
at time t, N0 cannot inject a packet into the ring, at t + 1,
N1 cannot inject a packet into the ring and so on. This ensures that in each cycle there is at least one node which is
not injecting a packet and hence deadlock is avoided.
Claim. A unidirectional ring with single packet buffer per
input port, prioritized arbitration, and prevention slot mechanism is free from deadlock.
Proof. Assume to the contrary that the ring is deadlocked. So all the buffers in the ring are full, with packet in
each buffer waiting for the buffer in the next router to be
free. Before reaching this configuration, the network could
have been in two possible configurations: either none of the
packet buffers were occupied; or k packet buffers were occupied, for 0 < k < N . In the former case, all nodes will have
to start injecting a packet in the same cycle for the ring
to be deadlocked, which is not possible as prevention slot
flow control will prevent some node from injecting. In the
latter case, if k packet buffers were occupied, N − k nodes
have to start injecting a packet in the same clock cycle for
the ring to be deadlocked. This is also not possible as at
least one node from N − k nodes which are trying to inject
a packet will have a packet in the input port of its router.
Let Nt be the node which has a packet in the input port of
its router. Then node Nt cannot inject a packet as we use
prioritized arbitration. Hence, not all the N − k nodes can
inject a packet. Thus, the deadlock configuration can never
be reached. So the ring is deadlock free.

4.4

Prevention Flow-Control for
Torus Network

We consider dimension ordered (X-Y) routing in N ×N 2D
torus networks. Dimension ordered routing does not introduce any cycles across dimensions, because there is a strict
ordering in which dimensions are traversed. So, deadlock
can occur only within a dimension. A deadlock can occur
either when a node is trying to inject a packet, or when a
packet is switching dimension. To simplify deadlock avoidance mechanism, we can consider switching of dimension as
injection into a new dimension. Prevention slot flow control
can be applied in these scenarios in order to ensure deadlock
freedom. One direction in one dimension of the torus network is considered here for the sake of simplicity. This work
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Figure 5: Illustration of deadlock in one dimension of a torus
network when using prevention slot of single cycle. (a) All nodes
start injecting a packet except N1 which has a prevention slot.
(b) N1 starts injecting a packet as prevention slot has moved to
N2 . (c) Prevention slot moved to N3 and packets advance in the
network. (d) Network is deadlocked because all buffers in the
network are occupied.

can be easily extended to all dimensions. We also consider
that each node sends a packet to nodes which are at least 2
hops away.
In torus networks, per-hop latency, which includes router
latency and link traversal latency, will be n cycles, where
n > 1. So, it will take n cycles for the next hop node to see
the data being injected from the previous node. Hence, if we
have prevention slot of one cycle, it can still lead to deadlock
as shown in Figure 5. As shown in Figure 5a, at time t the
network is empty and all nodes want to inject a packet.
Node N1 does not inject a packet because of the prevention
slot. But since prevention slot lasts for one cycle, N1 tries
to inject a packet in the next cycle at time t + 1 (Figure 5b).
Since the packet injected by N0 has still not reached N1 ,
node N1 is able to inject a packet (Figure 5c), which will
eventually lead to a deadlock, as shown in Figure 5d.
Even when we apply the prevention slot for n cycles at
each node, we cannot prevent deadlock, as shown in Figure 6. For example, as shown in Figure 6a, at time t the
network is empty and all nodes except node N0 have a packet
to inject. Assume that the prevention slot starts at node N1
at time t. So, all nodes except N0 and N1 start injecting a
packet at time t. At time t + 1, N0 gets a packet to inject
(Figure 6b) and it immediately starts injecting, since there
is no packet in its input buffer requesting for the same output port. At time t + n, the packet from N0 has not yet
reached N1 , and since N1 has no other packet in its input
port requesting the same output port, it starts injecting a
packet (Figure 6c). This situation also eventually leads to a
deadlock, as shown in Figure 6d. Hence, if we allow nodes
to inject packet at any time and use prevention slot it can
still lead to deadlock.
We propose a simple approach where nodes are allowed
to inject packets only at the start of a slot, i.e., at every
nth clock cycle, and prevention slot round robins across all
nodes. So, if the prevention slot is at N0 at time t = 0, it
will be at N1 at time t = n, will be at N2 at time t = 2n
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Figure 6: Illustration of deadlock in one dimension of a torus
network when using prevention slot for n cycles. (a) All nodes
start injecting a packet except N1 which has a prevention slot
and N0 which does not have a packet to inject. (b) N0 gets a
packet to send and starts injecting. (c) Packet from N0 has not
reached router of N1 and prevention slot moved to N2 , so N1
starts injecting. (d) Network is deadlocked because all buffers in
the network are occupied.

and so on. This mechanism can also be implemented in a
distributed manner. Each node can maintain two counters.
A modulo-n counter, incremented every clock cycle, identifies the start of slots (start of slot detection counter) and
a modulo-N counter, incremented at every start of a slot,
identifies the occurrence of prevention slot (prevention slot
detection counter). This nth cycle injection mechanism and
the prevention slot has to be maintained separately for each
output port of the router.

4.5

Sub-Networks

Until now we assumed constant flit size packets. But the
actual traffic in chip multiprocessors has a mix of two packet
sizes. Short protocol packets and large data packets. Our
design assumes constant flit size packets. To accommodate
packets of different sizes we could use extra virtual channels.
But adding virtual channels increases the router pipeline
stages, which in turn increases the cost of the design.
We propose to use separate networks for protocol and
data packets [12]. Bandwidth is not equally partitioned between sub-networks, because the packets traversing the two
sub-networks are of unequal size. Moreover, both the subnetworks carry similar load, considering a read write traffic,
which consists of remote cache read/write requests and responses. Wide channels constitute the data network and
narrow channels constitute the protocol network. Protocol
packets of 16 bytes and data packets of 64 bytes with an additional 16 byte protocol header are considered. A 129-bit
wide channel is considered which is partitioned into two sub
channels. Channel used by protocol network is 22-bit wide
and the channel used by data network is 107-bit wide. So,
both the protocol packet and the data packet are split across
6 flits. Since, the per hop router-to-router communication
latency is 3 cycles, a 6 flit packet ensures that the credit
round trip latency is covered with a single packet buffer per
input port.
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Figure 7: Example of starvation. N0 is continuously sending
packets to N2 and because of prioritized arbitration N1 does not
get a chance to send packets.

4.6

Fairness

By using prioritized arbitration in the proposed design,
fairness can become an issue. Since in-network packets have
higher priority than the packets to be injected, packets from
some nodes might experience more latency than others. One
example of starvation is shown in Figure 7. Here, N0 is
continuously injecting packets destined to N2 and hence N1
is starved. We could send an explicit signal from N1 to N0
requesting it to stall, until N1 can inject. But we already
have a prevention slot mechanism which prevents nodes from
injecting in some cycles. Prevention slots ensure that a node
will not inject packets continuously for a very long time.
Each node will be prevented from injecting once every n ∗ N
cycles, where n is per-hop latency and N is the number of
nodes in the ring. By properly tuning the prevention slot
mechanism, we can avoid this scenario.
If the prevention slot is moving in the direction of the
ring, node N1 can be starved for indefinite time. Let the
prevention slot occurs at N0 at time t, then N0 cannot inject
a packet in that slot. But a packet injected by N0 at time
t − n can be in the input buffer of N1 , and so it cannot
inject in the slot at time t. The slot moves in the direction
of ring and it occurs at N1 at time t + n. Now, the input
buffer of N1 will be empty, as N0 has not injected a packet in
the previous slot, but the prevention slot prevents N1 from
injecting. This can go on indefinitely, starving N1 for a long
time. Instead, if we have the prevention slot moving in the
direction opposite to that of the ring, this problem can be
solved. Now, the prevention slot first occurs at N1 at time t.
At time t + n, it occurs at N0 , preventing N0 from injecting
a packet in that slot. So, at time t + 2n, input buffer of N1
is empty as N0 has not injected any packet in the previous
slot, thus allowing it to inject a packet.

5.

EXPERIMENTAL ANALYSIS

In this section, we analyze the performance of the proposed design against a conventional input queued design for
a 64 node (8 × 8) 2D torus network. We use a cycle accurate
interconnection network simulator wherein all the components of a router are modeled in sufficient detail [6]. We
first compare the latency-throughput curves, for which the
simulator is warmed up under load without taking any measurements until a steady state is reached. Then, the next
set of packets are labeled and injected. Measurements are
taken during the simulation, which runs until these labeled
packets exit the system.
We also compare the performance of the designs on synthetic workloads using closed loop simulations [2]. These
workloads are used to model memory coherence traffic, where
each node initiates 1000 transactions. A transaction comprises of a request from the source node and a response from
the destination node on receiving this request. The overall
workload completion time for the network is measured. In

order to mimic the effect of MSHRs, r outstanding requests
per router node are allowed. Hence, when r outstanding
requests are injected into the network for a node, it is restricted from injecting further requests until the response
packets are received. Here the results are presented considering r = 4.
As stated earlier in Section 4.5, we consider a data path of
22 bits for protocol network and of 107 bits for data network.
Read request and write response are considered as protocol
packets, on the other hand read response and write request
are considered as data packets. A baseline router having 3
cycle latency and two virtual channels and using the routing
algorithm described in [4] is considered. For a fair comparison, we consider the same implementation of sub-networks
for the baseline design also. For latency-throughput comparison, we consider a bimodal distribution with equal number
of protocol and data packets.

5.1

Latency and Throughput Comparison

The load vs. latency curves for the baseline (BASE) design and the prevention flow-control (PFC) design are shown
in Figure 8. We vary the number of buffers for the BASE design in multiples of packet size. For the BASE router with
6 buffers per input port (b = 6), there is severe throughput degradation because of insufficient number of buffers
to cover the credit round trip latency. The BASE design
needs as high as 4× buffering to match the throughput of
the PFC design for tornado traffic. The BASE design with
b = 24 achieves slightly higher throughput for uniform random traffic, but is not able to match the throughput of the
PFC design for any other traffic pattern. As compared to
the BASE, the PFC design also achieves as high as 36% reduction in zero-load latency at the same time giving up to
15% improvement in throughput.
We also compare the PFC design with bubble flow control (BUBBLE) mechanism [3], considering the same router
pipeline as for the PFC router (Figure 9). The BUBBLE
mechanism achieves high throughput under uniform traffic
when having twice the number of buffers as compared to
the PFC design. When both the designs have equal number
of buffers, the difference in throughput is as low as 5%. It
should be noted that, the BUBBLE mechanism has a lower
bound of two packet buffers per input port and for injecting
a packet it requires at least two free packet buffers in the
dimension in which packet has to be injected.

5.2

Impact of Prevention Slots

In order to evaluate the impact of prevention slot mechanism, the PFC and the BASE designs are compared, assuming that the BASE design also has single cycle router latency.
Both the designs have equal number of buffers (b = 6). As
shown in Figure 10, the overhead of prevention slots is very
low and causes a slight increase in the zero-load latency.
As the number of nodes in each dimension is large enough,
the prevention slot occurs less frequently at each node. The
BASE design achieves slightly higher throughput for uniform
random traffic, whereas the PFC design achieves slightly
higher throughput for tornado traffic. Hence, high throughput can be achieved using cut-through switching even with
the overhead of prevention slots.
In an 8 × 8 network, every node is prevented from starting
to inject a packet into the network once every eight slots.
So in the PFC design with the slot size of 3 cycles, injec-
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Figure 8: Load vs. Latency comparison of the BASE router to the PFC router for various traffic patterns. The number of buffers for
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Figure 10: Impact of prevention slots for uniform random and tornado traffic considering similar pipelines and constant buffering
for both designs.

tion bandwidth available to all nodes is reduced by only 4%,
which leads to a negligible impact on performance. The effect of reduction in injection bandwidth can be more prominent in networks with smaller dimensions, leading to a significant performance degradation.

5.3

SM-DIR
OP-DIR

Fairness

Fairness can become an issue due to the prioritized arbitration. In Section 4.6, we proposed moving prevention
slot in direction opposite to that of the flow of traffic (OPDIR), rather than in the direction of traffic (SM-DIR), to

SM-DIR
OP-DIR

40

BASE
30

20

10

0

0

0
0

50

Standard Deviation of Latencies

100

90

Latency (cycles)

100

Latency (cycles)

Latency (cycles)

Figure 9: Load vs. Latency comparison of the PFC router to the BUBBLE router for various traffic patterns. The number of buffers for
the BUBBLE router is kept constant at 12 flit buffers per input port and the number of buffers for the PFC router is varied.
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Figure 11: Impact on (a) throughput of network and (b) standard
deviation of latencies across all nodes, of change in direction of
prevention slot mechanism under tornado traffic.

improve fairness. We compare both the methods for tornado traffic as it is considered to be adversarial traffic for
torus networks. Comparison of both methods is shown in
Figure 11a. We can see that OP-DIR gives a slight improvement in throughput and average latency over SM-DIR at
saturation. This improvement in throughput is because of
the improved fairness across all nodes, which reduces maximum latency experienced by packets. Moreover, standard
deviation of latencies across all nodes is reduced in OP-DIR
and is comparable to that of the BASE design (Figure 11b).
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Figure 12: Synthetic workload comparison using closed loop simulation. Runtime of the BASE design is normalized to the runtime of
the PFC design. The number of buffers per input port is kept constant at 6 for PFC, whereas it is varied from 6 to 24 for BASE.

To emulate real world traffic, closed loop simulations are
used to compare the two designs. Results are shown in Figure 12. For the PFC router, the number of flit buffers per
input port is held constant at 6 and the number of buffers
for the BASE design is varied from 6 to 24. When using
the same number of buffers, PFC achieves up to 54% reduction in execution time. Even with the BASE router having
b = 24, which is 4× that of PFC, PFC achieves up to 13%
reduction in execution time.

5.5

Power and Area

For the network under consideration, we need a log 8-bit
prevention slot detection counter and a log 3-bit start of slot
detection counter for four output ports connecting to the
adjacent routers. So the PFC design adds an overhead of 20
flip-flops per router.
We compare the area and power consumption of the BASE
and the PFC router using Orion2.0 [13]. We assume a 65nm
technology at 2GHz and a data path width of 22 bits for
protocol network and of 107-bits for data network. Our estimates using Predictive Technology Model [23] show that a
signal takes two cycles to traverse the channel at 2 GHz. We
assume 24 buffers per input port for the BASE router and 6
buffers per input port for the PFC router to approximately
match the throughput of the two designs. The area comparison, normalized to the BASE router, is shown in Figure 13a.
Since the BASE router uses 4× more buffering than the PFC
router, the area consumed by the buffers is reduced by 75%
and we get an overall reduction of 25% in the router area.
The power consumption, normalized to the BASE router is
shown in Figure 13b. We can see that the PFC router consumes 22% less power as compared to the BASE router, by
reducing power consumption of buffers, clock and allocator.

6.

RELATED WORK

There have been many proposals for low latency router designs. Mullins et. al [19] propose a single cycle virtual channel router, based on speculation and precomputation. Kumar et. al [18] also propose a single cycle router based on advanced bundle signals, sent one cycle ahead of the packet. In
these two designs, cost is paid in terms of increased complexity of the router by doing speculative allocation and adding
advanced bundle setup and conflict detection logic. A low
cost single cycle router, including link traversal, is proposed
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Figure 13: Area and power comparison of the BASE router with
the PFC router.

for 2D mesh networks [15]. It uses a partitioned crossbar
and prioritized arbitration to achieve single cycle router, but
cannot be used for torus networks as there is no provision
for deadlock avoidance. Balfour et. al [2] show that splitting a network into two sub-networks improves performance
as well as area and power efficiency. They divide bandwidth equally among two sub-networks and show that this
achieves better performance than dividing traffic based on
traffic class. In the proposed design, separate sub-networks
are used for separate traffic classes and the bandwidth is
divided proportionately based on the requirements of each
traffic class.
Various techniques have been proposed for deadlock avoidance and recovery in torus networks. Dally et. al [4] propose
usage two virtual channels to break the cyclic dependency
and hence avoid deadlock. Duato [8] provides the necessary and sufficient conditions for deadlock freedom in cutthrough and, store and forward networks. A flow control
mechanism has been proposed in [3] for deadlock avoidance
which does not require any virtual channels. Their design
requires a minimum of two packet buffers per input port
and explicit control signals to avoid starvation of nodes because of prioritized arbitration. Puente et. al [20] propose
an adaptive router based on bubble flow control. They use
two virtual channels, one for adaptive routing and one escape virtual channel based on bubble flow control. Duato
et. al [9] show that virtual cut-through routers perform better than wormhole routers when packet sizes are small and
buffering requirements are low.

7.

CONCLUSION AND FUTURE WORK

We presented a novel flow control mechanism to avoid
deadlocks for torus networks. Injection restriction constraints
allow nodes to inject packets only at the start of slot durations. Along with these constraints, prevention slots are
used which prevent a node from injecting packets into the
network to ensure deadlock freedom. These slots move in
a round robin fashion across nodes and ensure that there
is at least one node, in every circular dependency set of
nodes, not injecting any packet in an injection cycle. By using the proposed prevention flow-control (PFC) mechanism
with cut-through switching, the need for virtual channels to
avoid deadlock is eliminated.
Simple priority based arbitration, coupled with the elimination of virtual channels simplifies the design of switch allocator for the PFC router. Also, reducing minimum buffering
requirements to a single packet buffer per input port allows
simplification of input port of the router. All the above enhancements allowed us to reduce the pipeline stages of the
router from three in the baseline down to one in the PFC
router when a packet is traveling in the same dimension.
Since priority in switch allocation is given to in-flight packets moving in the same dimension, it can cause starvation
of certain nodes. We showed that by moving the prevention slot in the opposite direction to that of the data flow,
fairness can be improved and starvation can be avoided. Experimental analysis showed significant improvement in performance and power consumption over the baseline design.
We also compared the PFC design with bubble flow control
and showed that the difference in performance is small.
Our current design does not address some issues. There
is a uniform reduction in injection bandwidth of all nodes
due to the prevention slots. This uniformity in reduction of
injection bandwidth is not necessary to avoid deadlocks and
can lead to an avoidable degradation in performance when
only certain nodes in the network are injecting packets. Our
design assumes a globally synchronous network which might
not necessarily be the case with designs that employ DVFS
or GALS architecture. Moreover, message level deadlocks
have not been addresses in this design. We plan to address
these issues, without adding much complexity in our design,
as part of our future work.
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