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Illegal use of memory pointers is a serious security vulnerability. A large number of malwares exploit the
spatial and temporal nature of these vulnerabilities to subvert execution or glean sensitive data from an application. Recent countermeasures attach metadata to memory pointers, which define the pointer’s capabilities.
The metadata is used by the hardware to validate pointer-based memory accesses. However, recent works
have considerable overheads. Further, the pointer validation is decoupled from the actual memory access. We
show that this could open up vulnerabilities in multithreaded applications and introduce new vulnerabilities
due to speculation in out-of-order processors.
In this article, we demonstrate that the overheads can be reduced considerably by efficient metadata management. We show that the hardware can be designed in a manner that would remain safe in multithreaded
applications and immune to speculative vulnerabilities. We achieve these by ensuring that the pointer validations and the corresponding memory access is always done atomically and in order. To evaluate our scheme,
which we call ALEXIA, we enhance an OpenRISC processor to perform the memory validation at runtime
and also add compiler support. ALEXIA is the first hardware countermeasure scheme for memory protection
that provides such an end-to-end solution. We evaluate the processor on an Altera FPGA and show that the
runtime overhead, on average, is 14%, with negligible impact on the processor’s size and clock frequency.
There is also a negligible impact on the program’s code and data sizes.
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1

INTRODUCTION

C and C++ are the most commonly used programming languages for embedded systems [40].
They have elegant programming constructs and rich built-in libraries that simplify coding. These
languages have been used for over four decades, and are therefore very difficult to replace in spite
of having multiple limitations. One of the biggest limitations is the lack of in-built memory safety,
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requiring the programmer to validate that every memory pointer points to the right object. While
the lack of in-built memory safety is extensively exploited for optimizing code and modifying
hardware directly, it can lead to programming errors resulting in critical security vulnerabilities.
For example, an attacker can manipulate memory pointers to read sensitive information stored in
the program or hijack execution and run a malicious code [4, 12, 15, 34, 35]. MITRE’s Common
Vulnerability and Exposure Database [27] lists such memory-related programming errors as one of
the most exploited vulnerabilities. Memory-based vulnerabilities can be either spatial or temporal.
A spatial vulnerability permits a memory pointer access to a location beyond its allocated memory
object, while a temporal vulnerability permits a pointer to access a memory object that has already
been freed.
In the initial years, the countermeasures proposed could only cater to spatial vulnerabilities [3,
13, 14, 20, 23, 30, 32, 38, 43]. Later, proposals could handle both spatial and temporal vulnerabilities [16, 26, 28, 29, 31, 33, 39]. Some works like [6, 16, 30, 31, 33, 39] performed these checks in
software, which resulted in considerable performance overheads. Other works like [10, 17, 26, 28,
29] enhanced hardware to perform these memory validations with much fewer overheads. In most
hardware proposals, each memory pointer in the program is associated with metadata, which defines the capabilities of the pointer. For instance, the metadata would store the base and bound
address of the object that the pointer has access to. It may also have information to indicate if
the object is valid or invalid. This metadata is accessed at runtime to validate every load or store
instruction being executed using the pointer. For instance, checks would be performed to ensure
that the pointer is between the base and bound addresses (a spatial check). Other checks would
ensure that the memory object being accessed is still valid (a temporal check).
Contemporary countermeasures that cater to both spatial and temporal vulnerabilities associate
the metadata with the pointers and use specialized instructions for memory checks [17, 26, 28, 29].
There are several limitations to these works:
• Mechanisms should be in place to ensure that the metadata of all aliased pointers is identical.
This is especially difficult for dynamically allocated memory objects, which can have a large
number of aliased pointers and be freed by any of these pointers. Metadata at each aliased
pointer also increases the program’s footprint because every memory pointer now has a
copy of the metadata.
• In all contemporary works, the memory checks using the metadata are done using specialized instructions before the actual memory operation. In other words, the memory check
is decoupled with the load and store operation. This cannot guarantee atomicity. Thus, in
a multithreaded environment, this will open up new vulnerabilities. For instance, a pointer
can be modified between the memory check and the actual memory operation.
• Further, in out-of-order processors, the load or store instruction can be speculatively executed before the memory check completes. This opens up new speculation-based vulnerabilities like [25].
• Related works use a separate shadow memory to store metadata requiring a garbage collection to manage the metadata. Further, since the shadow memory is separate from the rest
of the program’s memory, pointers in the program are not located close to their metadata.
This leads to overheads due to the loss of locality.
In this article, we present ALEXIA, a processor with built-in mechanisms to check both spatial
and temporal memory attacks. Similar to contemporary works, we use metadata to achieve these
checks. However, unlike these works, ALEXIA introduces special load and store instructions that
perform memory checks and the load/store operation in order and atomically. This prevents any
speculative vulnerabilities and vulnerabilities in multithreaded environments.
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Fig. 1. At a high level ALEXIA inserts code at compile time that enables memory checks. In hardware, load
and store instructions are first validated for spatial and temporal correctness before the memory access is
performed.

We do not use shadow memory but instead strategically place the metadata close to the pointer
and the corresponding memory objects. This reduces memory overheads, eases metadata management for aliased pointers, and eliminates the need for garbage collection. Further, since the
metadata is close to the pointers and memory objects, the locality is achieved, thereby reducing
overheads.
Figure 1 shows a high-level overview of the working of ALEXIA. Programs are first passed
through an ALEXIA enhanced compiler, which inserts code to initialize metadata for each object
and pointer. The compiler also instruments the special instructions to check temporal and spatial
validity for pointer accesses. The extended C program is then compiled to obtain an executable.
The executable is then run on an ALEXIA enhanced OpenRISC processor [2], which performs spatial and temporal checks at runtime. The contributions of this article are as follows:
• ALEXIA uses a combination of compile-time optimizations and runtime checks in hardware
to achieve efficient temporal and spatial memory checks. Efficiency is achieved by storing
the pointer-related metadata close to the pointer and the object-related metadata close to
the object. This reduces the duplication of metadata and helps manage metadata in aliased
pointers more efficiently.
• No shadow memory is used, therefore reducing overheads and eliminating the need for
garbage collection. No indexing into complex hardware tables or micro-op code generation
is required to perform checks. Further, ALEXIA only requires two internal registers and one
general purpose register in the processor to perform all the checks. This reduces area and
eliminates context-switch overheads.
• All the checks are performed atomically and in order with the load or store operation. Thus,
by design, ALEXIA is usable in multithreaded environments. Further, the memory operations cannot be speculatively executed. Thus, ALEXIA does not suffer from speculationbased vulnerabilities like [25].
• ALEXIA is the first work that develops a complete end-to-end solution for memory safety.
It includes compiler-level modifications done using a source-to-source translator and hardware enhancements done on an OpenRISC processor. The entire framework is evaluated on
FPGA. The area overheads on a Xilinx FPGA is 39 LUTs and performance overhead is 14%
on average. The only other work that has been tested on hardware requires 1,914 LUTs on a
ACM Transactions on Embedded Computing Systems, Vol. 18, No. 6, Article 122. Publication date: November 2019.

122:4

G. Krishnakumar et al.

similar FPGA platform [26]. It should be noted that [26] does not have the compiler support
for their hardware. All other solutions proposed so far simulate the hardware [10, 29].
• ALEXIA is source compatible, indicating that no modifications are needed at the source level.
It is also binary compatible with other libraries and modules.
The rest of the article is organized as follows: Section 2 gives the necessary background and
Section 7 discusses the related work. Section 3 explains two vulnerabilities that are inherent in
all the previous solutions. Section 4 gives an overview of our solution, ALEXIA, and explains how
ALEXIA prevents these vulnerabilities. Section 5 discusses the hardware and compiler design for
ALEXIA. Section 6 presents security evaluation, performance, and implementation overheads. Section 8 explores the limitations of ALEXIA, while the final section concludes the article.
2 BACKGROUND
In this section, we first provide background about memory corruption vulnerabilities and then an
introduction to hardware schemes that protect against exploits that use these vulnerabilities.
2.1

Memory Corruption Vulnerabilities

Memory corruption vulnerabilities are broadly classified as spatial and temporal. In a spatial vulnerability, a pointer is used to access memory regions beyond the bounds of the object it is assigned
to. In a temporal vulnerability, a pointer is used to access a memory object after the object is deallocated. Both spatial and temporal vulnerabilities can occur in the heap or stack. Listing 1 to
Listing 6 are examples of code that contain either a spatial or temporal vulnerability. Each of these
code snippets can potentially be used by an attacker to build an exploit. In the stack example (Listing 2), for instance, the overflowing array can overwrite a return address present on the stack,
causing a change in the control flow. There are several attacks in the literature that exploit these
vulnerabilities, for example, [34, 35, 37].
Listing 3 is an example of a use-after-free temporal vulnerability. The heap object, p, is accessed
after the object is freed [11]. An attacker can possibly modify the headers of the freed memory
object to induce malicious behavior. A common exploit is to trick malloc into reallocating the
same memory region for another memory object [1]. Another temporal vulnerability is called
reuse-after-free. An example is shown in Listing 4. This vulnerability exploits the malloc chunk
allocation algorithm [24], due to which q and r point to the same memory. Temporal vulnerabilities
can also occur in the stack. Listing 5 shows an example of a use-after-free vulnerability in the stack,
while Listing 6 shows an example of a reuse-after-free in the stack.
One aspect common in all these examples is that a pointer’s (or array’s) memory access can
be misused either spatially or temporally. Most countermeasures for memory corruption vulnerabilities identify pointer accesses and then perform checks to ensure that there is no spatial or
temporal violation.
2.2

Preventing Memory Vulnerabilities

To prevent spatial vulnerabilities, memory pointers should always point to their assigned memory
objects and nowhere else. In hardware-based countermeasures, this is achieved by using metadata
that defines the base and bound address for the memory object. The base and bound address define
the capabilities of the pointer. For example, in Listing 2, the base address for b is the address &(b[0])
and the bound address is &(b[0]) + sizeof(b). When strcpy tries to write to b[5], the hardware
will identify that the address is outside the base and bound of the memory object. This memory
access will be flagged as a spatial violation and the store to b[5] will not be performed.
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To protect against temporal vulnerabilities in hardware, runtime checks are performed to identify if a pointer points to the right memory object. Most solutions [10, 28, 29, 31] maintain additional metadata called pointer-ID for the pointer and an object-ID for the corresponding memory
object. The pointer-ID and object-ID would be the same if the pointer points to the right memory
object, and different otherwise. At runtime, these identifiers are compared and a mismatch will be
flagged as a temporal violation. For example, in Listing 4, the second malloc would assign a new
object identifier to the heap chunk (even if the same chunk is reallocated), and a copy of it is stored
at r’s pointer-ID. The pointer-ID at q would be stale and the dereference *q will be flagged as a
temporal violation, due to the mismatch in identifiers.

Hardware-based countermeasures in contemporary works differ in how the metadata is managed
and how the spatial and temporal checks are performed. This influences the effectiveness of the
countermeasure and the performance overheads. Section 7 provides a brief overview of hardwarebased solutions that cater to both spatial and temporal memory vulnerabilities.
2.3 Attacks Based on Speculative Execution
In this article, we show that several of the hardware-based memory protection schemes are vulnerable to a form of side-channel attack based on the speculative execution of the processor. Speculative execution is employed in modern CPU pipelines in order to increase throughput. Typically,
a program would issue instructions to be processed by different units of the pipeline. While a programmer expects a sequential execution of the program, the CPU speculatively chooses to execute
instructions ahead of the programmer’s intended sequence, so as to keep units busy. If the CPU
detects the speculation to be wrong, it flushes the look-ahead instructions from the pipeline and
rolls back execution to the point of speculation. Consider the following code [25]:
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If the value of input is 0, it would cause a divide-by-zero exception for the instruction at Line 1.
However, since there is no data dependency with previous instructions, Line 2 is likely to be issued
out of order, even before the divide instruction completes. This line loads a word from an address
that depends on a secret secret_x. The load-store unit (LSU) would request the memory hierarchy
for the value of d[secret_x]. The value passes through the different levels of caches, where it
gets cached, before reaching the processor. When the result of the divide instruction raises an
exception, the pipeline sets the program counter to the appropriate exception handler and flushes
the pipeline of the look-ahead instructions. Though the roll-back ensures functional correctness,
the data saved in the cache memories as a result of the speculative execution can reveal information
about secret_x [25]. For example, another process that shares the cache can perform the following
three steps: (1) prime the cache by loading the entire cache with its own data, (2) wait for the
speculative execution to cache the data at the secret offset x, and (3) probe by reloading the cache by
accessing each element of the array one by one and time the accesses. Due to temporal locality, all
other data are quickly fetched, except for the element that collides with secret_x in the cache set,
as it would have been replaced from the cache due to the speculative execution fetch. This would
be a cache miss and has to be fetched from memory lower in the hierarchy. This way another
process could use the memory access time to infer the secret offset x. This is a form of cache
side-channel attack, known as Prime+Probe [36], where the cache memory is used as a medium
to extract information, which is otherwise kept secret. In the past, several mechanisms such as
prime+probe [36], flush+reload [42], and evict+time [36] have evolved that use the difference in
execution time due to a cache hit and a cache miss to exfiltrate information about secret_x from
the cache memory [8, 9, 36, 42].
3

VULNERABILITIES WITH PREVIOUS SOLUTIONS

In this section, we discuss two vulnerabilities that are present in all currently available memory
protection schemes.
Vulnerability Due to Nonatomic Memory Checks. All memory protection schemes have two
distinct steps before every pointer-based load or store operation. The first is to load the metadata
(metadata load) and the second is to check if the pointer points to a valid memory location (memory check). A metadata load loads the pointer metadata from memory into designated registers. A
memory check operation performs the check based on these registers. An ideal way of implementing this is to enforce an ordering in which, only if the memory check passes, the memory access is
carried out. An implementation should also ensure that all three steps are carried out atomically,
allowing no intervening operations to meddle with the intermediate results. Thus, we emphasize
that the two properties, (1) Ordering and (2) Atomicity, are essential for fool-proof memory safety.
Figure 2 shows the approaches followed by previous and our solutions. The operations that are
performed atomically are shown encapsulated in a shaded rectangle. If a particular ordering between instructions is enforced, we show it using an arrow. In [10, 29], the three steps are realized as
three separate nonatomic instructions (Figure 2(a)), which means that the application can be interrupted between the various operations. While Shakti-T [26] performs the memory checks and the
memory access atomically (Figure 2(b)), the metadata load is still done in a different instruction.
This can lead to a security vulnerability if another thread modifies the pointer during an interrupt.
Consider, for instance, that a metadata load into registers is immediately followed by a context
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Fig. 2. The three basic operations and a comparison of atomicity and ordering properties in previous works
with ALEXIA.

switch to another thread that modifies the pointer beyond its permissible addressable range. This
makes the metadata in registers go stale, which is later used by memory check. Similarly, consider
that a memory check for a pointer passes, but after a context switch, another thread modifies the
pointer beyond its permissible addressable range. This change in the pointer cannot be detected
by the first thread.
Vulnerability Due to Speculative Execution. Typically the ordering of metadata load followed
by memory check followed by memory access could be disobeyed due to out-of-order execution in
processors when there is no explicit read-write dependency between operands of the instructions.
Executing instructions out of order that are meant to be executed sequentially opens up vulnerabilities based on speculative execution. Recent solutions that propose protection against memory
attacks [7, 17, 19, 26, 29] are vulnerable to speculative attacks such as Meltdown [25]. Since there
is no strict ordering between the instructions (Figures 2(a) and 2(b)), memory access could happen
before the memory check. For example, consider the code sequence
spatial_check(p);
∗p;
as would be generated by previous solutions like [29] to prevent spatial vulnerabilities. The spatial
check instruction performs the metadata load and memory check before the actual memory access
(*p). In an out-of-order processor, the memory access can be done speculatively prior to the actual
memory check as follows:
∗p;
spatial_check(p);
If p points to an illegal location such as kernel memory, the subsequent spatial check fails, an
exception would be generated, and the pipeline flushed discarding the speculation memory access.
However, the speculative memory access would leave traces in the cache hierarchy, which can be
gleaned by an attacker through a cache covert channel [25]. This vulnerability can be used to read
protected memory locations such as operating system memory and other secret keys stored in the
process.
To prevent such vulnerabilities, it is essential that the three steps (metadata load, memory check,
and memory access) be done atomically and executed in order. ALEXIA introduces two new instructions, aload and astore. Each of these instructions first verifies that the memory operation is safe
and only then performs the load or store operation. Since a single instruction is used, the hardware atomically handles the metadata load, memory check, and memory load or store operation
as shown in Figure 2(c). ALEXIA’s aload and astore instructions trigger a Finite State Machine
ACM Transactions on Embedded Computing Systems, Vol. 18, No. 6, Article 122. Publication date: November 2019.
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Fig. 3. Metadata layout of ALEXIA. ALEXIA maintains metadata at both pointer and object. The object
metadata contains base and size fields to indicate the address range occupied by the object and an object-ID
field, which uniquely identifies an object. The pointer metadata contains a link (OML) to the metadata of the
object it is pointing to. The pointer-ID field is typically a replica of the object-ID field and is used to identify
temporal violations otherwise. It also contains two control bits, TC and SC, to indicate the requirement of
temporal and spatial check, respectively, upon the pointer access.

(FSM) that executes the aforementioned three operations in strict sequence. The execute stage
of the pipeline is stalled until all these operations finish. This ensures a strict in-order execution
of metadata load, check, and memory access, preventing any speculation, and achieves safety in
multithreaded programs. The memory checking scheme of ALEXIA and the details of the FSM are
explained in detail in Section 4.
4 AN OVERVIEW OF ALEXIA
In this section, we first describe the metadata management in ALEXIA and then the hardware and
compiler enhancements to support runtime memory checks.
4.1 Metadata Management
ALEXIA’s metadata is split into two parts: one half associated with the pointer and the other half
associated with the object as shown in Figure 3. Together, the two components help prevent spatial
and temporal attacks.
Metadata Associated with the Object. The object metadata comprises the following components:
• Base Address and Object Size. The base address indicates the starting address of the object,
while the size is used to calculate the address of the highest addressable byte of the object.
These indicate the object’s addressable space and are used to defend against spatial attacks.
• Object-ID. This uniquely identifies an object. A copy of this identifier is also stored with the
pointer metadata. Pointer access is permitted only if the object-ID and pointer-ID match.
When an object gets deallocated, its object-ID is invalidated, thus preventing use-after-free
attacks. If a new object is allocated in the same memory region, it is given a new object-ID.
Pointers to the old object cannot access the new object, since the identifiers will not match
with a high probability, thus preventing reuse-after-free attacks.
ALEXIA places the object metadata as close to the object as possible, thus achieving locality. In
most cases, the object metadata is present just before the object. For example, if the start address of
the object is AO and the start address of the metadata is AO M , then AO = AO M + 8. The closeness
ACM Transactions on Embedded Computing Systems, Vol. 18, No. 6, Article 122. Publication date: November 2019.

ALEXIA: A Processor with Lightweight Extensions for Memory Safety

122:9

Table 1. Static Analysis Rules Followed by ALEXIA to Set TC and SC Bits
Check Required
Spatial Check (SC = 1)

Temporal Checks (TC = 1)

Condition
Required only when the value of a pointer cannot be determined
statically. Spatial checks only need to be done once, for the first
access to a memory location from a pointer. The spatial check
can be skipped for all subsequent memory accesses to that
location, which use that pointer.
Required only when the lifetime of a pointer or object cannot be
statically determined or the lifetime of the pointer may exceed
that of the object. Similar to the spatial checks, temporal checks
can be skipped for subsequent memory accesses to a location,
which use the pointer.

between the object and its metadata achieves locality and therefore improves performance. An
exception to this locality occurs in the case of aggregate data types like structures, where AO ≥
AO M + 8. This aspect is explained later in this section.
An added advantage of storing the metadata with an object is the lesser overheads when aliased
pointers are used. For instance, during every pointer copy, in case of pure pointer-based approaches [29], all the metadata fields have to be copied from one pointer to the other. However, in
ALEXIA, only the pointer metadata needs to be propagated. Similarly, during object deallocation,
it suffices to mark the object-ID at the object to 0, indicating deallocation. This is considerably
simpler compared to [26], where complex mechanisms were involved to invalidate entries of alias
pointers.
Metadata Associated with the Pointer. Similar to the object metadata, a pointer’s metadata is
typically stored at an offset 4 bytes below the pointer. If AP represents the address of the pointer
and AP M represents the address of the pointer metadata, then AP = AP M + 4. The contents of the
pointer metadata are as follows:
• Object Metadata Link (OML). It contains the starting address of the object’s metadata, AM , as
shown in Figure 3. We store only the least significant 18 bits of AO M in OML. The remaining
bits of the address are obtained from the effective address of the pointer. Thus, the address
of an object’s metadata is computed from the most significant 14 bits of the pointer, i.e., the
contents of AP , concatenated with the 18 bits of the OML as follows:
AO M = ptr [31 : 18] || OML.
• Pointer-ID. This field contains a copy of the object-ID that the pointer intends to point.
As mentioned earlier in this section, the pointer-ID together with the object-ID is used to
prevent use-after-free and reuse-after-free attacks.
• Temporal Check and Spatial Check Flags. Memory checks at runtime can be costly. To reduce
these overheads, ALEXIA’s compiler intelligently determines the memory checks required
for each memory load or store operation. It uses two bits, TC and SC, to pass this information to the hardware. If TC is set, it indicates that a temporal check is required during
the pointer access. If SC is set, it indicates that a spatial check is needed during the pointer
access. Consequently, if the TC or SC bit is 0, the corresponding check is skipped at runtime.
This reduces the performance overheads. Table 1 presents the rules followed by ALEXIA’s
compiler to set the TC and SC bits.
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Fig. 5. Transformation of an object into an encapsulated structure with metadata.

Fig. 6. Transformation of a
pointer into an encapsulated
structure with metadata.

Metadata for Aggregate Types. ALEXIA is capable of providing fine-grained protection for each
member of an aggregate data type like a struct. The metadata for the members of the structure is
stored together with the metadata for the whole structure. An example is shown in Figure 4. While
the metadata for a member (metadata(a) and metadata(b) in the figure) in the structure caters
exclusively to the corresponding member in the structure (a and b, respectively), the metadata for
the whole struct (struct metadata) enables access through a pointer to the entire struct. In
case of such aggregate types, an element and its metadata may not be contiguous. In such cases,
AO ≥ AO M + 8. Since the OML present in the pointer metadata (Figure 3) contains only the 18
least significant bits of AO M (the address of the object’s metadata), we require that AO and AO M
be within 218 bytes difference. We try to place the metadata as close to the object as possible so as
to achieve locality.
4.2 Software Support for Hardware Runtime Checks
At a high level, an ALEXIA-enabled compiler performs three operations: (1) addition of metadata
fields, (2) instructions that manage the metadata, and (3) instructions to perform memory checks.
Addition of Metadata Fields. The compiler parses through the high-level source code. Each
pointer and object that is found is encapsulated in a structure, which has the metadata as defined in Figure 3. For example, Figure 5 shows the transformed structure for an integer object.
Notice that the compiler has added base, objIdAndSize to store the object’s metadata. Figure 6
shows the transformed structure for an integer pointer. This structure also has the pointer’s metadata containing OML and the TC and SC bits, which are stored in the pcr_oml field. This handles all the stack and global data in the application. If a pointer itself is an object, for instance, a
pointer to a pointer, then the compiler instruments the target pointer to have the object metadata
objIdAndSize as well as pointer metadata pcr_oml. To handle dynamic data, the application is
linked with tweaked malloc and free function calls that introduce similar metadata structures
for every dynamically allocated memory.
Instructions for Metadata Management. The compiler generates instructions that initialize
the metadata for each pointer and object. Instructions are also inserted to propagate the metadata.
Listings 7 and 8 show the C code before and after the ALEXIA pass, respectively.
Metadata Initialization. Metadata initialization happens at every pointer and object definition
and at every pointer initialization (e.g., p = &a). A random number is generated at runtime for
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every new object and is stored at the object’s object-ID metadata field. This is to ensure that each
object is identified by a unique identifier. Also, along with the object-ID, the size of the object and
the base address of the object are set. Lines 4, 5, and 6 in Listing 8 show the instructions added by
the compiler for the variable a. When an object goes out of scope, its object-ID is set to 0 as shown
in Line 33 in Listing 8. This would mark the object as no longer valid.
During a pointer assignment such as p = &a, the OML of p is assigned the address of a’s metadata and the object-ID of a is copied to the pointer-id of p. For the pointer assignment statement
in Line 7 of Listing 7, the compiler inserts Lines 20 and 21 (Listing 8), which performs the initialization of pointer metadata during the pointer assignment. Notice that the compiler has also
replaced the instances of p, q, and a in Listing 7 to the value fields of the extended structures
in Listing 8. Also, since a pointer can act as an object (pointed by another pointer), an extended
pointer struct additionally contains object metadata (Figure 6). Not all checks are required for each
pointer operation. The compiler statically evaluates the code to identify the checks required for
each pointer operation. Table 1 summarizes the rules that decide the type of check needed based
on the definition, scope, and usage of pointers and objects.
Metadata Propagation. During the execution of the program, a pointer’s metadata may need to
be propagated. This happens when there is a pointer operation such as p = q + 10; the metadata
of the pointer q should be copied to the metadata of the pointer p. Similarly, metadata propagation
also occurs for functions that return a pointer. In works like [26, 29], a separate shadow stack is
used to store the metadata for pointers that are returned by functions. The separate shadow stack
would break locality and could lead to performance hits. In ALEXIA, we eliminate the use of a
shadow stack by modifying the functions to return, not just the pointer, but also the corresponding
metadata. For example, the compiler converts the function prototype int ∗ foo(int a); to
struct

_int_star_ foo(struct

_int_ a);

and, at the calling site, invokes this function as follows:
struct

_int_star_ ptr = foo(a);

The int ∗ pointer returned is converted to a structure _int_star_, which packs the pointer
with relevant metadata. The pointer metadata is copied at the calling site to ptr, which is also
defined with a similar structure. This avoids the maintenance of separate memory regions, such
as shadow stacks ([26, 29]), which can increase performance overheads.
Similar metadata propagation is required for arguments passed to functions. Here the compiler
modifies the function so that the metadata fields are also passed along with the corresponding arguments. For instance, in the listing above, the argument int a is converted to struct _int_ a,
in order to pass the metadata of a to the function foo.
During metadata propagation, the TC and SC bits are appropriately adjusted based on the scope
of the destination pointer and any pointer arithmetic at the copy statement. For instance, consider
the statement p = &a followed by a q = p. If the destination pointer’s scope (q) is greater than
that of the object pointed by the source pointer (p), then the TC bit is turned on, while the TC bit
for p could be turned off if its scope was the same as that of a. Thus, ALEXIA achieves fine-grained
capabilities in case of aliased pointers. It is also to be noted that ALEXIA maintains fine-grained
temporal protection for pointers on stack also, unlike previous works [26, 29], where a single object
identifier is used for the entire stack frame. During an object deallocation using free or during the
end of a scope, the object-ID of the heap and stack objects are set to 0, respectively.
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Memory Checking Instructions. ALEXIA introduces two new instructions aload and astore
that respectively replace the regular load and store instructions. These new instructions are used
to provide safe memory access. Each of these instructions atomically performs metadata load,
memory checks, and the actual load or store only if the checks pass. This is shown in Figure 2(c).
The aload and astore instructions take four register parameters and have a format as shown
below:
aload

RPM , Rmem [Roff ], Ri ,

(1)

astore

RPM , Ri , Rmem [Roff ].

(2)

The register RPM has the address of the metadata that is associated with the pointer, i.e., the address
AP M in Figure 3. The hardware uses this address to load the pointer’s part of the metadata, from
where it reads the object metadata link (OML) and thus gets a link to the object’s metadata. This
way both the pointer and object metadata are available to perform the appropriate memory checks
in the hardware. The actual memory load or store is only performed if the memory checks pass.
The aload instruction copies the contents from the memory location pointed to by Rmem + Roff to
Ri , where RPM , Rmem , Roff , and Ri are general purpose registers. Similarly, the astore instruction
moves the contents from the register Ri to the memory location pointed to by Rmem + Roff . All these
operations are done atomically and cannot be interrupted.
For example, consider the pointer dereference in Line 13 in Listing 7. Typically, this would get
compiled to a pair of assembly instructions as shown in Listing 9. The assembly code contains
a load instruction that fetches a word from a location obtained by Rmem + offset and moves it
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Fig. 7. Internal working of ALEXIA’s hardware state machine that performs checks. When any one of the
TC and SC bits is set, the state machine enters S001 state. If TC is set, the temporal check is done at S010
state. If SC is set, the state machine moves to S011 state. If SC is unset, the state machine moves onto S100
state directly to perform the actual load or store operation. If TC is set, the temporal check is done at S010
state. Similarly, if SC is set, the spatial check is done at S011 state. When any of these checks fail, the state
machine moves to an exception state.

into the register Ri . The front end of ALEXIA’s compiler identifies such pointer dereferences and
annotates them as seen in Line 29 of Listing 8. The compiler backend uses this annotation to insert
aload instructions, as shown in Listing 10. In Listing 10, the address of the pointer metadata AP M is
computed into a register RPM (Line 2) and is sent as the first parameter to the aload instruction. This
address is used by the hardware to first load the pointer metadata and then the object metadata.
The offset is loaded into register Roff in Line 3 and passed as a parameter to aload. This is not
required if the instruction length supports one additional register parameter and offset together.
The pointer access given by the effective address Rmem + Roff is checked for spatial and temporal
violations. Similarly, store instructions corresponding to pointer dereferences are converted to
astore instructions (Line 7).

4.3 Runtime Hardware Checks in ALEXIA
The compiler produces an executable with memory checking instructions incorporated. This executable can then be run on an ALEXIA-enabled processor. On receiving an aload or astore instruction, the processor enters into a specially designed Finite State Machine (FSM) (Figure 7) that
performs required spatial and temporal checks as follows.
S000 When an aload or astore instruction enters into the pipeline, the processor would read
the register RPM , which contains the address of the pointer metadata AP M . It then triggers
a memory fetch using the processor’s load-store unit (LSU).
S001 The FSM will remain in this state until the pointer metadata load completes. The
pointer’s metadata is stored in a register inside the processor. If either the TC or SC
bit present in the pointer’s metadata (ref. Figure 3) is set to 1, the processor sends
for the object metadata. The addresses of the object metadata AO M and AO M + 4 are
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computed using the OML and the effective address as described in Section 4.1. The LSU
is then triggered to load from AO M + 4.
S010 The FSM waits in this state until the object-ID and object size are loaded into the processor. If the TC bit is set, a temporal check is performed by comparing the object-ID with
the pointer-ID from the pointer metadata. If the temporal check fails, the FSM raises an
exception. If the temporal check passes, then the FSM enters either state (S011) or (S100)
depending on whether the SC bit is set or unset, respectively. If SC = 1, the address AO M
is sent to the LSU, to load the second part of the object metadata. If SC = 0, the effective
address, computed as Rmem + Roff , where Rmem and Roff are part of aload or astore, is
sent to the LSU.
S011 This state is entered when a spatial check is required. The FSM waits for the object’s base
address present in AO M to be loaded from memory. The effective address (Rmem + Roff )
is checked to be within the base address and the base address + object size, where the
object size was obtained from AO M + 4. If the spatial check passes, the state machine
transitions to state (S100). If the check fails, the state machine throws an exception.
S100 The regular load or store based on the effective address is performed here, before going
back to (S000) state, to wait for the next astore or aload instruction.
The load or store operation encapsulates the metadata loads, checks, and memory access as a
single operation in the FSM. These operations are also enforced to be sequential, and the actual access happens only if the check passes. This prevents speculative execution vulnerability discussed
in Section 3. Similarly, the aload or astore instruction is a single instruction and there cannot
be any intervening load or store operation that would manipulate the metadata or contents of a
pointer. Since the instruction aload or astore takes the address of a pointer as a parameter, this
would also prevent false positives or false negatives in case of multithreaded applications, where
multiple threads modify the same pointer.
5 IMPLEMENTATION
While the techniques developed in ALEXIA can be extended to any processor architecture, including the out-of-order and speculative processors, we chose the popular open source OpenRISC
processor to demonstrate ALEXIA. We extended the OpenRISC cappuccino mor1kx processor
core [2] with the changes required for ALEXIA. The compiler support for ALEXIA used a sourceto-source translation tool [5], and modifications to assembly code to replace load and store with
aload and astore instructions were done using scripting. In this section, we first describe the
hardware implementation and then the software.
5.1

Hardware Implementation

The cappuccino mor1kx processor is a load-store architecture and implements the RISC-based
OpenRISC 1000 ISA. It has a five-stage, single-issue pipeline, with a single-level split instruction
and data cache memory. Figure 8 shows the pipeline with the Fetch, Decode, Execute, Memory/Control, and Write-Back stages. We briefly describe the main modules in the processor that
were enhanced to implement ALEXIA’s security extensions.
(1) Decoder. This unit reads the fetched instructions and interprets them based on their opcodes. It also sends the register addresses used in the instruction to the dual-port Register
File (RF) through the ports RAA and RBA . The contents of the addressed registers are sent
to the execute stage of the pipeline through RAD and RBD , respectively.
(2) Decode Execute Unit. The decode execute unit sits between decode and execute stages and
generates control signals for the execute stage. In case of a stall, it signals the fetch stage to
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Fig. 8. Stages of cappuccino pipeline. ALEXIA extends the functionality of the highlighted units to perform
memory checks. The Decoder signals aload or astore instructions to the Decode Execute (DE) unit, which
forwards the signals to the Execute Control (EC) unit. The EC unit acts as a master to the Load Store Unit
(LSU) to fetch metadata and performs checks. The signal for aload or astore and the address of pointer
metadata come to execute the control unit in the first cycle (denoted by (1)). While the unit prepares for
checks by loading the pointer metadata from LSU, the effective address (EA) arrives in the next cycle, after
the EA computation in the Arithmetic and Logic Unit (ALU) (denoted by (2)). The EC unit performs spatial
and temporal checks, before initiating a load or store of the EA.

stop issuing new instructions until the dependency is resolved. In such cases, it generates
nops to indicate a pipeline bubble to keep the execute stage busy. In case of aload and
astore instructions, it does not generate nop instructions, but signals the execute stage
that the next instruction is aload or astore, which needs three metadata loads together
with an effective load or store, respectively, and holds the fetch stage until this instruction
completes. These special signals are denoted as ld’ and st’, respectively, in the figure.
(3) Arithmetic and Logic Unit (ALU). Among other arithmetic and logic operations that the
ALU performs, it is also responsible for calculating the effective address of any kind of
load or store operations, including aload and astore. It receives Rmem and Roff values
from the Register File and computes the effective address (EA) as Rmem + Roff .
(4) Load-Store Unit (LSU). This unit is responsible for fetching data from the memory subsystem. It starts with the D-Cache and ends at the main memory. The response time of LSU
depends on the state of caches and the latency of the memory. Usually, accesses with high
spatial and temporal locality take much less time (one clock cycle for a response from DCache). This works in favor of ALEXIA, where the metadata is kept close to the memory
objects.
(5) Execute-Control Unit. This unit sits between the control and execute stages of the pipeline.
It receives control signals from other stages and acts as a master to the units of the execute
stage, LSU and ALU. It houses the Finite State Machine described in Section 4.3. Upon
receiving indication regarding an aload or astore instruction from the decode execute
unit, it sends control and address signals to the LSU to fetch metadata, based on the address
of pointer metadata AP M , stored in the register RPM . It then sends a sequence of requests
to the LSU to load the metadata fields and performs the requisite memory checks. Its
interaction with the LSU during a successful execution of aload is depicted in the timing
diagram (Figure 9). The unit sends LD and ADDR signals to LSU. LD is a single-bit signal,
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Fig. 9. Timing diagram showing the sequence of control, address, and data signals during a successful execution of aload instruction.

Fig. 10. Sequence of control, address, and data signals during an unsuccessful execution of aload instruction.
This case represents a timing violation, where the mismatch in object-ID and pointer-ID is detected at the
execute-control unit, when the object-ID metadata is fetched from the AO M + 4 address. An exception is
thrown at this point, which is indicated by a vertical red line, and the state machine enters the exception
state.

instructing LSU to load the data from the address specified by ADDR. The LSU returns
the value through the DATA line. Both ADDR and DATA are 32-bit-wide lines. The metadata
addresses AP M , AO M + 4, AO M and the effective address (EA) are sent to LSU through
the ADDR lines, in the states S000, S001 and S010 and S011, respectively. After sending a
request to LSU, the FSM transitions to the next state and waits for the response from LSU,
which is indicated by dotted lines in the timing diagram. Upon receiving the metadata,
the spatial check is performed in state S010 and the temporal check is performed in state
S011 (denoted by vertical green lines). Following the checks, EA is sent on the ADDR lines
in state S100 to fetch the user-requested data.
Figure 10 depicts the case when there is a temporal violation of pointer access. The
FSM sends the address AO M + 4 to the LSU and transitions to S010 state, where it waits
for the LSU’s response. The response contains the object-ID, which is compared with the
pointer-ID obtained in the previous state (S001). Since there is a temporal violation, there
would be a mismatch in the IDs triggering an exception, indicated by a red vertical line.
We have an additional adder in execute control that calculates the address AO M + 4 by
adding 4 to the AO M obtained from pointer metadata.
(6) Random Number Generator. In order to assign random numbers as object-ID to objects,
we implemented a 12-bit Linear Feedback Shift Register (LFSR) module in hardware that
emits a random number in the range [1, 4,095], when it is invoked. Every time a new object
is created, this LFSR is queried for a random number. Note that during object deallocation
the object-ID is set to 0.
(7) Special Purpose Registers. OpenRISC 1000 architecture provides a class of special purpose
registers (SPRs) that can be used for specific functionalities apart from the general purpose
registers. A custom SPR is reserved to read the random number generated from the LFSR
module. The LFSR’s state is advanced after every read to the register. Programs use the
l.mfspr instruction provided by OpenRISC ISA to read SPRs with the LFSR value.
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Fig. 11. Sequence of control, address, and data signals sent across the pipeline modules (Figure 8), from the
time an aload instruction reaches the Decode unit until the memory access is done.

(8) Control Unit. The control unit takes as input each of the pipeline stage’s status and sends
either a stall or pipeline advance signal to other relevant units. It also maintains the read
and write operations to the above-described special purpose registers and sends a signal to
the LFSR unit to fetch the next random number upon a read to our custom special purpose
register.
Figure 11 shows the timing sequence for signals passed across the pipeline units during an
aload instruction execution. We assume that the aload instruction is fetched and decoded in the
decode unit. The decode unit performs two operations: (1) it sends an aload signal (ld’) to the
decode-execute unit and (2) reads the required registers from the register file. Since the aload
instruction reads three registers (refer to Equation (1)) but the dual-ported register file can only
handle two register reads in a clock cycle, the decoder first issues a read for register RPM through
the address port RAA . The register RPM contains the address of the pointer’s metadata (AP M ); refer to
Equation (1) and Figure 3. In the subsequent clock cycle, reads are performed for the Rmem and Roff
registers, which are used to compute the effective address for the pointer operation. The effective
address is computed in the ALU by adding Roff to Rmem .
When the decode-execute unit obtains the aload signal, it understands that the instruction
takes multiple clock cycles. It therefore asserts the stall signal to the fetch unit, thus preventing
new instructions from entering the pipeline. Simultaneously, it forwards the aload signal to the
execute-control unit. On receiving the aload signal, the FSM present in the execute-control unit is
triggered. The FSM functions as described in Section 4.3. Every memory operation that is required
is forwarded to the load-store unit, which performs the operation and returns the loaded data.
The memory checks are performed in the execute-control unit, and the required pointer operation
is only performed if the checks pass. The result of the pointer load is written back to register Ri
through the write-back multiplexer. The pipeline would remain stalled until all of these operations
complete. The astore instruction works in a similar manner except that the value in register Ri
is stored in the memory pointed by the effective address.
Usually, the execute-control unit sends a stall signal to the control unit of the pipeline if the LSU
is busy. We have hacked the logic, such that when a secure load or store is to be performed, the
control stall is held as long as the required metadata loads (one in case of spatial only, two in other
cases) and the user-requested load/store is completed from the LSU. Similarly, as long as there is
a security check required, the result from the LSU will not be sent to the write-back path until the
check passes and the LSU emits an effective address load.
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Fig. 12. Encoding of aload and astore instructions in ALEXIA.

Fig. 13. The sequence of passes in ALEXIA-enhanced compiler. ALEXIA-specific modules in the compiler are
highlighted in the figure.

The cappuccino pipeline also implements a logic that makes store instructions bypass storebuffers also, and the values are sent to D-Cache directly. In case of secure stores, the executecontrol unit also reserves the writing of such data to D-Cache, as long as the checks are not passed.
New Instructions. We extend two custom instructions provided by OpenRISC (l.cust1 and
l.cust2) to realize aload and astore instructions. Figure 12 shows instruction encodings for
aload and astore instructions. The opcodes 0 × 1C and 0 × 1D reserved for the custom instructions in the OpenRISC 32-bit ISA are used for aload and astore instructions, respectively. The
next four fields, each of 5 bits’ width, represent the register index for the registers Ri , Rmem , RPM ,
and Roff , respectively. The next three bits (type) indicate the length of the load to be performed
(byte, word, etc.)
5.2 Compiler Support
ALEXIA’s compiler comprises a series of passes that compiles a C program to an executable having
security extensions. Figure 13 shows the sequence of compiler transformations of the program.
In stage (1), preprocessor directives in the program are translated. Then a series of source-level
transformations (2a) to (2h) are applied to the program, and finally, load and store instructions
are replaced with aload and astore instructions, respectively.
(2a) Changing variables to structures. This pass changes all the variables into structures that
contain metadata. Every object is converted to an object metadata structure and every
pointer is converted to a pointer metadata structure (Figure 3). Storing metadata as a
structure in the source level does not break binary compatibility, but at the same time
achieves ease of metadata access using structure operators. Changes made by this pass
are represented by the highlighted lines in Listing 8.
(2b) Changing variable references. Since the variables are changed to structures, in this pass,
references to the variables are replaced by references to the value member the structure.
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Fig. 14. amalloc and afree wrappers for malloc and free library calls. The amalloc requests extra space
for metadata, and initializes metadata, upon successful return of malloc. afree first checks if the pointer to
be freed is valid to avoid double-free attacks. It then sets the object-ID at the heap to 0 and calls free with
pointer to the start of the encapsulated object.

(2c)

(2d)

(2e)

(2f)

For example, a statement a = b + c would be converted to a.value = b.value +
c.value.
Identify pointer dereferences to perform memory checks. This pass identifies pointer dereferences and the types of checks to be performed based on the rules mentioned in Table 1.
It adds statements to adjust TC and SC bits and annotates every pointer dereference.
These annotations are later to be replaced by the backend compiler stage with aload
and astore instructions.
Metadata propagation. During every pointer copy, the pointer metadata is copied from
the source pointer to the destination pointer. This pass identifies such pointer copies
and inserts statements to copy the metadata (indicated by pink-colored statements in
Listing 8). Note that there could be cases such as p = ∗q, where q could be a double
pointer. In such case, p = ∗q has not only a pointer dereference but also a pointer copy.
This pass statically tries to find the first-level pointer that is implied by ∗q. If the firstlevel pointer (say r) can be determined, it adds the pointer metadata copy statements such
as p.pcr_oml = r.pcr_oml. However, if the first-level pointer could not be determined
statically, the pass adds statements along with the dereference to copy metadata such as
p.pcr_oml = (∗q).pcr_oml. This is missed in works like [26, 29].
Replace malloc() and free() calls with wrappers. The compiler defines a wrapper,
amalloc, for the malloc and free routine provided by libc, to seek an extra space for
metadata from the heap library and initialize the metadata, upon a successful allocation
(Figure 14(a)). The wrapper afree to free (Figure 14(b)) would first check for the validity
of the pointer by performing a temporal check on its dereference. This prevents double
free vulnerabilities. It then sets the object-ID at the heap location to 0, before calling the
actual free. Similarly, it provides a wrapper to the malloc function that requests two
more words to store object metadata. When the libc’s malloc returns the chunk, it initializes object metadata in the extra words, before returning a pointer to the data region.
In this pass, the compiler also replaces the instances of these original library function
calls with that of the wrapper functions. We maintain similar wrappers for alloca calls.
Change function prototypes. The parameters of every function are converted to structures,
so that the metadata of the parameters are also passed to the calling function (Section 4.2).
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For functions that return pointers, the returns values are converted to structures that
encapsulate the return pointer and its metadata (Section 4.2). In this pass, these changes
are performed for all functions.
(2g) Initializing object metadata. While pass (2a) converts every variable to a structure that
also holds the metadata, this compiler pass adds statements to initialize the object metadata in the structure (blue-colored statements in Listing 8). For local variables, this initialization is done at the start of its scope, while for global variables, the initialization is
done at the start of the main() function. In case of the heap objects, the initialization is
done in the extended amalloc and afree functions.
(2h) Initialization of Pointer Metadata. Initialization of pointer metadata is done at every
pointer assignment such as p = a. The object-ID is copied from object to the pointerID field at pointer’s metadata. Similarly, the OML field in pointer’s metadata is adjusted
to point to the object’s metadata. The orange-colored statements in Listing 8 indicate the
pointer metadata initialization statements.
(4) Replace load and stores of pointer dereferences with aload and astore . After the sourcelevel changes, the extended C code is compiled to obtain assembly code (3). The compiler
then replaces the loads and stores of pointer dereferences identified at the optimization
pass with aload and astore instructions (4). The transformed assembly modules are
linked together to obtain a binary with ALEXIA’s secure extensions.
6

RESULTS

We evaluated ALEXIA for four different parameters, First, we present the overheads of the hardware implementation in FPGA. Second, we discuss the overheads added due to additional code
and data inserted by the ALEXIA-enabled compiler. Third, we present the runtime overheads for
an FPGA implementation. Finally, we discuss the security evaluation of ALEXIA.
Hardware Overheads on FPGA. ALEXIA is written in Verilog and synthesized for an Altera
Cyclone IV FPGA and a Xilinx Artix 7 FPGA. For the Altera FPGA, the Quartus Prime 16.0 Lite
Edition Software was used with the Terasic’s de0_nano1 as the target board. For the Xilinx FPGA,
the Artix-7 FPGA (xc7a200tffg1156-1) was used on board Virtex-7 VC7072 using the Vivado 2016.1
synthesis tool. The results are shown in Table 2. The only other work to provide hardware overhead results is Shakti-T [26]. As seen in Table 5, Shakti-T has 1,914 additional LUTs compared to
ALEXIA, which has only 39 additional LUTs on an equivalent platform. Further, it may also be
noted that Shakti-T’s design makes the compiler extremely complex, compared to ALEXIA. Several factors contribute to the low hardware overheads in ALEXIA. First, the design does not use a
shadow cache, which can be considerably large. Second, we do not add any micro-code generation
engines to handle metadata and perform checks. This simplifies the decoder and pipeline logic
significantly.
Table 3 compares the memory accesses needed to load metadata to perform the spatial and temporal checks in ALEXIA with respect to previous works. In spatial check alone, ALEXIA requires
three metadata loads, to load (1) pointer metadata (OML), followed by (2) base address and (3) size
from object metadata. However, for temporal check alone, it requires only two metadata loads,
(1) followed by a load to object-ID. The number of metadata loads for spatial check alone is less
in WatchDogLite [29] because the metadata is directly loaded into registers, whereas ALEXIA first
loads a link to metadata (OML), so as to account for updating of metadata due to other threads in a
1 https://www.terasic.com.tw/cgi-bin/page/archive.pl?No=593.
2 https://www.xilinx.com/products/boards-and-kits/ek-v7-vc707-g.html#hardware.
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Fig. 15. Software overheads of ALEXIA extended benchmarks.

multithreaded environment. ALEXIA requires lesser metadata loads in all other cases, in comparison to the previous works.
Software Overheads. Figure 15 shows the overheads for C benchmark programs from the
MiBench suite [18]. We have evaluated the data and code overheads by extending the binaries
with metadata and metadata handling operations (Figure 15(a)). Typically the data overheads
are low at an average of only 2% because we only add 4 bytes per pointer and 8 bytes per object, which is quite less compared to the size of arrays and structures used in the benchmarks.
However, benchmarks like stringsearch contained arrays of strings, such as find_strings and
search_strings, where there were traversals across the characters of a string for pattern matching. In that case, we opted for a fine-grained protection, by ensuring that the traversals do not stray
away to the next string in the array. This required maintaining base and size information for each
of the strings in the arrays. This led to an increase in the data overhead too. The code overhead
is 14.5% on average, given that the metadata initialization, updating, and invalidation instructions
are inserted for every object creation, pointer copy, and object free instances, respectively. Benchmarks like patricia, rijndael, stringsearch, and qsort suffer higher code overheads, due to
extensive array access operations. Every pointer copy and pointer dereference is augmented with
code to update the metadata and load the metadata address in register RPM respectively. However,
these overheads could be further reduced by static analysis to identify objects and pointers where
metadata need not be updated and reducing the number of checking instructions.
We studied the maximum growth of stack space on running the ALEXIA-extended binaries.
Figure 15(b) shows the ratio of the maximum stack size with respect to the baseline binary for
benchmark executions, across different runs of the benchmarks, with varying inputs. Since ALEXIA
maintains fine-grained metadata for stack variables and passes the metadata during function calls
on the stack, its growth is typically higher. This can be reduced if one were to maintain a single
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Fig. 16. Performance overheads of running MiBench benchmarking suite [18] through ALEXIA implemented
on Terasic’s de0_nano board with Altera-7 FPGA. The performance overheads are measured against a baseline of mor1kx core, with no software extensions.

set of metadata for the entire stack frame, which is followed in solutions such as [26, 29], where
typically bounds overread or overwrite inside a stack frame is still allowed. Doing so would also
reduce the performance overheads of benchmarks like Dijkstra that use recursive function calls
extensively.
Runtime Performance Evaluation. We evaluated the runtime performance overheads for the
MiBench benchmark programs [18]. The baseline readings were taken on the unmodified OpenRISC mor1kx core3 realized in a Cyclone-IV FPGA on de0-nano board. Figure 16 shows the results.
While for most of the programs the overheads are less than 15%, benchmarks like Dijkstra exhibit
higher overheads, due to recursive function calls and higher heap usage. The average performance
overhead of ALEXIA is around 14%, which is far less compared to the previous solutions like [29],
where the reported performance overhead was around 29%, despite the usage of vector operations
to speed up metadata loads (refer to Table 5). Following are the factors that contribute to the lesser
performance overheads of ALEXIA.
Locality of metadata. ALEXIA stores metadata not very far away from the object or pointer that
it belongs to. This gives better caching. Except for metadata for structures, the metadata is usually
stored at offsets 4 and 8 bytes from the object. This not only provides spatial locality but also
enables for better prefetching.
Minimal function call overheads. ALEXIA requires that a function be specified as either protected
or unprotected and ALEXIA’s compiler modifies the calling conventions of protected functions at
the source level. Every parameter is also protected with base and bounds, which are passed along
with their metadata. A function returning a pointer returns along with the pointer’s metadata.
This avoids the usage of shadow stack, reducing performance overheads considerably.
Better scope for optimizations. ALEXIA’s metadata design provides better scope for fine-grained
optimizations. Solutions that provide explicit instruction-based checking [10, 26, 29] do not scale
well for cases that are decided at runtime. For example, consider Listing 11. The checks to be done
at Line 7 can be precisely known only at runtime. ALEXIA therefore instruments code to set (or
unset) TC bit at runtime along both the paths. Previous solutions end up conservatively adding a
temporal check instruction at the pointer dereference (Line 7).
Security Evaluation. While ALEXIA provides complete memory security by providing defense for
spatial and both types of temporal vulnerabilities, we evaluated ALEXIA’s ability to intercept vulnerabilities by running applications containing the weaknesses listed in the Common Weaknesses
3 https://github.com/openrisc/mor1kx.
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Table 4. Types of CWEs Evaluated against ALEXIA
Vulnerabilities covered in ALEXIA
 (CWE-787) Out of Bounds Write

 (CWE-763) Release of Invalid Pointer or Reference

 (CWE-125) Out of Bounds Read

 (CWE-823) Use of Out-of-Range Pointer Offset

 (CWE-466) Return of Pointer Value Outside of Expected Range

 (CWE-824) Access of Uninitialized Pointer

 (CWE-468) Incorrect Pointer Scaling

 (CWE-416) Use after Free

 (CWE-476) NULL Pointer Dereference

 (CWE-825) Expired Pointer Dereference

 (CWE-588) Attempt to Access Child of a Nonstructure Pointer

 (CWE-415) Double Free

Table 5. A Comparison of ALEXIA with Existing Works That Provide Protection against Both
Use-after-Free and Reuse-after-Free Attacks
Metadata Management
Work

WatchDogLite [29]

Shakti-T [26]

Chuang et al. [10]

ALEXIA

Metadata

Hardware

Compiler

Association

Structures

Support

Pointer

4 general

LLVM

purpose registers

IR level

Pointer

Hybrid

Hybrid

Memory Checking
Hardware
Overheads

Not

1,914 LUTs

available

2,197 flip-flops

gcc
IR level

1 general purpose register Source level
2 internal registers

Check of Checks

29%

Explicit

No

Not

Explicit

No

21.2%

Hybrid

No

14%

Explicit

Yes

(simulator)

BnBCache

Metadata check table

Overheads

Not available CISC

BnBIndex table

Metadata base register map

ISA Performance Type of Atomicity

RISC

available

Not available CISC
(simulator)
39 LUTs

RISC

0 flipflops

Listing 11

Enumeration Database [27]. We evaluated all the base weaknesses that arise due to improper handling of pointers such as improper pointer arithmetic, spatial violations such as out-of-bounds
read/write, and temporal violations such as use-after-free and double free. Table 4 lists the types
of vulnerabilities that were evaluated for screening in ALEXIA.
7

RELATED WORK

In recent years, several works have suggested hardware checks for spatial and temporal memory
safety [17, 26, 28, 29]. Two aspects that differentiate these works are in the way they manage
the metadata used to perform the checks and the method used to perform the memory checks at
runtime. Table 5 compares these works with ALEXIA.
Metadata Management. The metadata used for performing memory checks is associated either
with a memory object [3, 14, 21, 22, 33, 38, 39, 43] or with the memory pointer [26, 28, 29, 31, 41].
Most object-based approaches do not provide protection against temporal attacks [3, 14, 21, 22, 38,
43], while the remaining can only prevent use-after-free attacks [33, 39]. Reuse-after-free is not
ACM Transactions on Embedded Computing Systems, Vol. 18, No. 6, Article 122. Publication date: November 2019.

122:24

G. Krishnakumar et al.

protected. This is because a pointer identifier would be needed in order to identify the pointer.
This was not implemented by pure object-based approaches. Pointer-based approaches, on the
other hand, provide protection against spatial and both types of temporal attacks [17, 26, 28, 29].
In this case, the metadata (base, bound, object-ID, and pointer-ID) are stored with every pointer.
Each aliased pointer would have a replica of this metadata. This not only increases memory footprint but also has the additional requirement of maintaining consistency of metadata across all
the aliased pointers. During every pointer load, the pointer’s index to the base and bounds table
is compared with all existing pointers’ indices so as to reuse the entry of the object in the base
and bounds table. During an object deallocation, metadata in all aliased pointers should be invalidated. For instance, in Shakti-T [26], this is easily done for cached metadata; however, updating
the metadata in memory requires a search for metadata of all aliased pointers to the deallocated
object. To alleviate these issues, ALEXIA uses a hybrid approach, where part of the metadata is
stored with the object and the remaining part with the pointer. Each pointer only needs to have
a link to the object’s metadata. This reduces redundancy in case of aliased pointers and reduces
overheads of maintaining consistency across aliased pointers. During deallocation, the metadata
part present in the object is invalidated. This automatically makes every aliased pointer to this
object invalid. A similar approach of storing object-ID per object is adopted in WatchdogLite [29].
However, WatchdogLite stores multiple copies of base and bounds at aliased pointers and uses a
shadow memory for metadata storage, which may cause loss of locality and therefore would affect performance. On the other hand, ALEXIA stores the metadata with the object itself, thereby
achieving locality.
Memory Checking. Contemporary works that enhance a CISC machine [10, 28, 29] introduce
micro-ops or new instructions during load and store operations. On the other hand, works that use
RISC machines [26] introduce new instructions. In the hardware, the new micro-ops (or instructions) validate each memory address at runtime before performing a load or store operation. For
example, [29] introduces two instructions SChk and TChk to perform spatial and temporal memory
checks. These instructions are inserted before the actual memory access. Similarly, [10] keeps track
of the pointer-based accesses in the instruction stream and injects micro-ops to perform memory
checks before the memory operations.
In Section 3, we showed that these approaches of inserting instructions or micro-ops suffer from
two major limitations. First, they cannot provide guarantees that the memory checks are atomic
with the corresponding load or store operations. This makes them unsuitable for multithreaded
applications. Second, if these mechanisms are incorporated in an out-of-order processor that supports speculative execution, it can result in information leakage due to attacks like Meltdown [25].
This happens due to the fact that the actual load or store may be performed speculatively and may
modify the state of the processor’s cache memory.
In ALEXIA, memory checks are implicitly performed with the load and store instructions. Thus,
the memory checks are atomic and in order with memory accesses. This makes ALEXIA suitable
for multithreaded applications and will not cause any leakage due to speculation.
8 LIMITATIONS AND CAVEATS
In this section, we list the current limitations and caveats when using ALEXIA.
• ALEXIA maintains only 18 bits for encoding the object metadata address (OML). This was
done to fit the pointer metadata into one word (32-bit for our target architecture) and assumes that the effective address is away from the object base by a maximum of 218 bytes.
Though this assumption can be easily relaxed for a 64-bit system (since the virtual address
is typically 48 bits long only), it requires one extra pointer metadata load for 32-bit systems.
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• Similarly, we have used only 12 bits of object-ID. This implies that our current design only
provides 12 bits of security. This can easily be extended to larger object-IDs. However, we
would incur additional metadata loads.
• Though ALEXIA is binary and source compatible, to achieve complete memory safety, it requires that all the modules of a binary are processed through security extensions. A pointer
in an unprotected module can still penetrate the data of a protected module. Similarly, in a
multithreaded environment, an unprotected thread could modify the contents of a shared
pointer. Similar assumptions are also made in previous solutions like [10, 26, 28–31]. Finer
solutions based on compartmentalization are required to check the change of dataflow from
one partition to another, which is out of the scope of this article.
• ALEXIA’s compiler assumes that the user program does not misuse pointers intentionally.
For example, ALEXIA cannot report incidences such as CWE-587 (assignment of a Fixed
Address to a Pointer) or CWE-467 (use of sizeof() on a pointer type), where it is difficult to
determine the intent of a programmer.
• Though ALEXIA solves the issue of metadata corruption in case of multithreaded applications, it is not verified for multicore environments, where two or more processor cores
might modify the same metadata. In such cases, atomicity cannot be guaranteed with the
current design. We would require locking of metadata blocks in memory to ensure atomic
reads and writes. This is an interesting future direction.
9

CONCLUSIONS

We have presented ALEXIA, a synergistic solution spanning hardware and software support, which
uses metadata to provide safety against spatial and temporal memory vulnerabilities. We effectively split the metadata between the pointer and object so as to minimize overheads and ease
metadata management. Rather than using specialized instructions that would validate memory
pointers before every load and store, we design ALEXIA to have special load and store instructions
that atomically and in a prescribed order perform the metadata checks followed by the memory operations. This provides safety in multithreaded environments and is immune to speculation-based
attacks. ALEXIA is the first work to realize the hardware as well as provide compiler extensions
for memory safety. We enhance a source-to-source translator and an OpenRISC processor to evaluate ALEXIA with standard benchmark suites. The results show that on average, the overheads
are sufficiently low. We observe, however, that programs that use pointers extensively are affected
quite considerably. These overheads would be characteristic for any such fine-grained memory
protection schemes. A future direction of research is to provide compiler optimizations to reduce
the overheads for such programs.
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